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Abstract The critical elements that make up a user’s information context include

the user profiles that reveal long-term interests and trends, the short-term informa-

tion need as might be expressed in a query, and the semantic knowledge about the

domain being investigated. The next generation of intelligent information agents,

that can seamlessly integrate these elements into a single framework, are enabled

to effectively locate and provide the most appropriate results for users’ information

needs. In this paper we present one such framework for contextualized information

access. We model the problem in the context of our client-side Web agent ARCH

(Adaptive Retrieval based on Concept Hierarchies). In ARCH, the user profiles are

generated using an unsupervised document clustering technique. These profiles, in

turn, are used to automatically learn the semantic context of user’s information

need from a domain-specific concept hierarchy. Our experimental results show that

implicit measures of user interests, combined with the semantic knowledge embedded

in a concept hierarchy, can be used effectively to infer the user context and improve

the results of information retrieval.

Keywords: User profiles, concept hierarchies, intelligent agents, information re-

trieval

1 Introduction

The heterogeneity and the lack of structure of the information sources on the
World Wide Web, such as hypertext documents, make automated discovery,
organization, and management of Web-based information difficult. Despite
great advances in Web-based information retrieval technologies, the user in-
teractions with Web search engines can generally be characterized as one size
fits all [2]. This is mainly due to the fact that current systems provide no mech-
anisms for the representation of user preferences and the semantic context of
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the domain or the task at hand. Indeed, contextual retrieval has been identi-
fied as a long-term challenge in information retrieval. Allan et al. [2] define it
as follows. Contextual retrieval: Combine search technologies and knowledge
about query and user context into a single framework in order to provide the
most appropriate answer for a user’s information needs.

In most information retrieval applications, the burden is placed on the
users to formulate effective queries which represent their true search intent.
Typical users find this task quite difficult: research confirms that the queries
submitted to search engines by Web users are relatively short and are usu-
ally limited to less than three keywords [19]. As a result, the user’s search
experience is often unsatisfactory.

In previous work we have presented our client-side Web agent ARCH
(Adaptive Retrieval based on Concept Hierarchies) [13, 17]. ARCH allows the
user to interact with a concept classification hierarchy and uses the results of
this interaction to derive an explicit user context for each query session. This
user context is represented in the form of an enhance query which can be used
for Web search. The goal of the system is, thus, to close the gap between the
initial representation of the user’s information need and the actual intent for
the search. Unlike traditional approaches, ARCH assists users in the creation
of an effective query prior to the initial search task.

Various forms of query enhancement have long been a research topic in
information retrieval, from relevance feedback [4] to incremental query re-
finement [1, 6] to query expansion based on lexical variants such as syn-
onyms [12]. Synonym-based query expansion could be considered a primitive
form of the application of domain knowledge. However, without a mecha-
nism to disambiguate the sense of the user’s query, mere synonym expansion
does not tend to improve precision. A number of researchers have explored
intelligent Web agents that learn about user’s interests in Web-based informa-
tion access [3, 8, 11]. All of this work depends on elicitation of user interests
and preference. To lessen the requirement for user interaction, lately the at-
tention of the research community has been drawn to explore how various
implicit measures of user interests can be used in information retrieval and
filtering applications [5, 10]. These approaches, while taking into account the
user behavior, do not consider the domain knowledge that can be used as an
additional source for disambiguating the context.

In this paper we extend ARCH to provide a more integrated framework
for contextualized information access which combines automatically learned
user profiles and the semantic knowledge of the domain represented by the
concept hierarchy. Our specific goal is to reduce or eliminate the need for
explicit user interaction by utilizing the user profiles, while still maintaining
the explicit representation of the semantic knowledge as an integral part of
the framework. To this end, we use unsupervised document clustering and
other text mining techniques for the derivation of user profiles based in past
actions. We, then, use these profiles, in lieu of explicit user interaction, to
derive the user context from the concept hierarchy. Our experimental results
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show that our integrated approach does, indeed, result in substantial gains in
retrieval precision, without sacrificing recall.

2 Inferring User Context for Information Access

Our main goal is to create a unified model of user information goals through
the seamless integration of semantic knowledge with automatically learned
user profiles. In this section we discuss our approaches for the derivation of user
profiles from document clusters and for learning an aggregate representation of
the domain ontology in the form of a concept taxonomy. We then discuss how
these two sources of information can be used for contextualized information
access and retrieval.

2.1 Derivation of User Profiles from Document Clusters

The profiling component of ARCH attempts to learn a model of user behavior
through the passive observation of user’s information access activity (including
browsing and searching) over time. Other implicit measures of user interest
such as dwell time, click through, and user activities like annotation, printing,
and purchasing can also be used to develop predictive models for a variety
of purposes [5]. Through this observation, ARCH collects a set of documents
in which the user has shown interest. Several factors, including the frequency
of visits to a page, the amount of time spent on the page, and other user
actions such as bookmarking a page are used as bases for heuristics that are
employed by the system to automatically collect these documents without
user intervention.

Once enough documents have been collected as part of the profile genera-
tion, a clustering algorithm is used to cluster the documents into semantically
related categories based on a vector similarity measure. Each document is
represented as a term vector. For computing the term weights extracted from
content, the system employs a standard function of the term frequency and
inverse document frequency (tf.idf) [16, 7]. Our method for the generation of
topical profiles is similar to the concept indexing method [9]. Individual pro-
files are obtained by computing the centroid vector of each of the document
clusters produced by the clustering algorithm. Specifically, given a document
collection D and a document cluster C ⊆ D, we construct a profile prc as a
set of term-weight pairs:

prc = {〈t, weight(t, prc)〉 |weight(t, prc) ≥ µ}
In the above equation, the significance weight, weight(t,prc), of the term t
within the profile prc is computed as follows:

weight(t, prc) =
1
|C| .

∑
d∈C

w(t, d)
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In the above formula, w(t, d) is the weight of term t in the document vector d.
The threshold µ is used to filter out terms which are not significant within each
profile. Each profile is represented as a vector in the original n-dimensional
space of terms, where n is the number of unique terms in the global dictionary.

2.2 Representation of Domain Knowledge

To support the users with the task of searching on the Web, ARCH exploits a
concept classification hierarchy. The Web is home to Web concept hierarchies,
collections of documents labeled with conceptual labels and related to each
other in a hierarchical arrangement. The most well known of these is Yahoo
(http://www.yahoo.com), which has a multi-level hierarchy covering the full
breadth of the topics found on the Web. ARCH uses the domain knowledge
inherent in Yahoo and allows the users to interact with the concept hierarchy
to explicitly provide user context for each of their query sessions.

ARCH includes an offline component which allows the system to learn
a concept classification hierarchy which is then maintained in the system in
aggregate form. The system maintains this aggregate representation by pre-
computing a weighted term vector for each node in the hierarchy which rep-
resents the centroid of all documents and subcategories indexed under that
node.

Let’s consider a specific node n in the concept hierarchy and assume this
node contains, Dn, a collection of individual documents, and, Sn, a set of
subconcepts. The term vector for the node n is computed as follows:

Tn =

[(∑
d∈Dn

Td

)
/|Dn| +

∑
s∈Sn

Ts

]
/ (|Sn| + 1) .

In the above formula, Td is the weighted term vector which represents an
individual document d indexed under node n and Ts is the term vector which
represents the subconcept s of node n. Note that a term vector is calculated
for each indexed document under a concept. The term vectors for the indexed
documents are added to get a single term vector which represents the average.
This term vector is added to the term vectors for the subconcepts to calculate
the final average for the concept.

A global dictionary of terms is created by performing standard information
retrieval text preprocessing methods. A stop list is used to remove high fre-
quency, but semantically non-relevant terms from the content. Porter’s stem-
ming algorithm [14] is utilized to reduce words to their stems. Term weights
are computed, as before, based on the tf.idf measure.

2.3 Utilizing User Context for Web Search

As noted earlier, once enough documents have been collected for profiling,
these documents go through a process which clusters them into semantically
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Fig. 1. Query Enhancement Mechanism in ARCH

related categories. The documents are preprocessed and converted into n-
dimensional term vectors by computing the tf.idf weights for each term, where
n is the total number of unique terms in the global dictionary. It should
be noted that the global dictionary contains all unique terms in both the
profile documents as well as those used in the aggregate representation of the
concepts in the hierarchy. This allows us to use a clustering application, which
performs k-means clustering, to partition the document set into groups of
similar documents based on a measure of vector similarity. Individual profiles,
each representing a topic category, are computed based on the centroid of the
document clusters. As a result, each profile is represented as a term vector
and the results of our computations are maintained in an XML document.

Our previous work on ARCH focused on an interactive approach for as-
sisting the user in formulating an effective search query. To initiate the query
generation process, the user enters a keyword query. The system matches the
term vectors representing each node in the concept hierarchy with the list of
keywords typed by the user. Those nodes which exceed a similarity threshold
are displayed to the user, along with other adjacent nodes. These nodes are
considered to be the matching nodes in the concept hierarchy. Once the rele-
vant portions of the hierarchy are displayed, the user interface allows the user
to provide explicit feedback by selecting those categories which are relevant
to the intended query and to deselect those categories which are not relevant.
The query enhancement mechanism is displayed in Figure 1.

We employ a variant of Rocchio’s method [15] for relevance feedback to
generate the enhanced query. The pre-computed term vectors associated with
each node in the hierarchy are used to enhance the original query, Q1 as
follows:

Q2 = α.Q1 + β.
∑

Tsel − γ.
∑

Tdesel.

In the above formula, Tsel is a term vector for one of the nodes selected by
the user. On the other hand, Tdesel is a term vector for one of the nodes which
is deselected by the user. The factors α, β, and γ are respectively the relative
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weight associated with the original query, the relative weight associated with
the selected concepts, and the relative weight associated with the deselected
concepts.

In order to eliminate the need for the explicit user feedback, we alterna-
tively utilize the user profiles for the selection and deselection of concepts.
Each individual profile is compared to the original user query for similar-
ity. Those profiles which satisfy a similarity threshold are then compared to
the matching nodes in the concept hierarchy. Note that the matching nodes
include those nodes which originally exceeded a similarity threshold when
compared to the user’s original keyword query. While comparing these nodes
to the appropriate user profiles, each node is assigned a similarity score. Once
all of the appropriate nodes are processed, the node with the highest similarity
score is used for automatic selection. The nodes with relatively low similarity
scores are used for automatic deselection.

3 Experiments with User Profiles

Our previous work provides a detailed summary of our evaluation results
for query enhancement in ARCH based on concept hierarchies [18]. To-date,
however, query modification in ARCH has involved the manual selection and
deselection of concepts. Our current approach allows us to utilize the informa-
tion stored in the user profiles for the automatic selection and deselection of
concepts in the concept hierarchy in order to automatically determine user’s
context for the original keyword search query.

Since the queries of average Web users tend to be short and ambiguous [19],
the search keywords we use in our experiments are intentionally chosen to be
ambiguous. For each of our keyword queries, several search scenarios were
created with the intention of solving the problem of effective discovery of user
context. Our keyword queries and search scenarios are displayed in Table 1.
We measure the effectiveness of query enhancement in terms of precision and
recall.

For our experiments, a one-time learning of the concept hierarchy is nec-
essary to build the aggregate representation of the concept hierarchy in our
system. In addition, two sets of user profiles are created with the intention
of having each set represent different user interests. The contents of the user
profiles are depicted in Table 2.

For evaluation purposes, 10 documents are collected for each word sense of
our predetermined keywords which are intentionally chosen to be ambiguous.
As an example, for the keyword query python, a total of 30 documents are
collected where 10 documents relate to the snake sense of the word python,
10 documents provide information about Python as a programming language,
and the rest of the documents discuss the comedy group Monty Python.

Depending on the search scenario, each document in our collection can
be treated as a signal or a noise document. The signal documents are those
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Table 1. Example Keyword Queries and Corresponding Search Scenarios

# of
Term(s) Query Signal Noise

1 bat buying a baseball bat information on bat mammal
1 hardware home hardware and tools upgrading computer hardware
1 python python as a snake Monty Python and Python programming

language
2 baseball bat buying a baseball bat information on bat mammal
2 home hardware home hardware and tools upgrading computer hardware
2 python snake python as a snake Monty Python and Python programming

language

documents that should be ranked high in the search results. The noise docu-
ments are those documents that should be ranked low or excluded from the
search results. In order to create an index for the signal and noise documents,
a term frequency and inverse document frequency (tf.idf) weight is computed
for each term in the document collection using the global dictionary of the
concept hierarchy.

Table 2. User Interests and Corresponding User Profiles

User Profiles User Interest
Set 1 buying a baseball bat
Set 1 home hardware and tools
Set 1 information about a pet python
Set 2 information on bat as a mammal
Set 2 upgrading computer hardware
Set 2 Python programming language

As depicted in Table 1, our keyword queries are used to run a number of
search scenarios. The first set of keyword queries contain only one term and
include the following: bat, bug, hardware, mouse, and python. For example, in
order to evaluate the search results when the single keyword bat is typed by
the user as the search query, one scenario assumes that the user is interested
in buying a baseball bat. In this case, our user is represented by the first set
of user profiles. The documents that are relevant to the baseball sense of the
word bat are treated as signal documents whereas the documents that are
related to the bat mammal are treated as noise documents.

The second set of queries contain two terms and include the following:
baseball bat, bat mammal, bug spy, hardware computer, hardware tools, hard-
ware upgrade, mouse computer, and python snake. For example, in the case
of a user typing bug spy as the search query, our search scenario assumes the
user’s intent for the query is to find information about the surveillance sense
of the word bug as opposed to the software programming or the insect senses.

In the case of enhanced query search, we use the query that is generated
by ARCH. Based on our search scenarios, the user profiles are utilized to
automatically select and/or deselect certain concepts in the hierarchy for the
generation of the enhanced query.
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Fig. 2. Avg. Precision and Recall: Enhanced Query v. Simple Query Search

Our evaluation methodology is as follows. We use the system to perform
a simple query search and an enhanced query search for each of our keyword
queries. In the case of simple query search, a term vector is built using the
original keyword(s) in the query text. Removal of stop words and stemming is
utilized. Each term in the original query is assigned a weight of 1.0. The search
results are retrieved from the signal and noise document collection by using a
cosine similarity measure for matching. The similarity scores are normalized
so that the best matching document always has a score of a 100%. This allows
us to apply certain thresholds to the similarity scores. For each of our search
scenarios, we calculate the precision and recall at similarity thresholds of 0%
to 100%.

As mentioned above, each search scenario assumes that the user has a
specific goal for the search. The user’s context is derived from the information
stored in the user profiles. Based on the user’s intent for the query and the
search results, we calculate the precision and recall metrics for our keyword
searches. For each of our search scenarios, the precision and recall metrics are
calculated at each 10 point interval between a similarity threshold of 0% and
a similarity threshold of 100%.

In order to compare the simple query search results with the enhanced
query search results, we have created separate precision and recall graphs for
each of our search scenarios. In the case of the simple query search, precision
is expected to improve as more terms are added to the query. Our evaluation
results verify that precision is higher for the simple query search when us-
ing multiple keywords than performing a simple query search using a single
keyword.

Figure 2, shows the average precision and recall of the autoamtically enah-
nced queries in comparison with with simple queries using one and two key-
words. These results were obtained by averaging precision and recall values
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over all the search scenarios described above. These results show that enhanc-
ing the query based on the user’s search context improves the effectiveness of
the search queries, especially in a typical case when relatively short queries
are used. We see two types of improvement in the search results using the
enhanced query in ARCH. From the user’s perspective, precision is improved
since ambiguous query terms are disambiguated by the enhanced query. In
addition, when comparing single keyword queries to the enhanced query, we
see better recall in the search results since additional query terms, obtained
from the concept hierarchy, retrieve documents that would not be retrieved
by using only the original keyword query.

4 Conclusions and Outlook

We have presented a framework for the integration of user profiles in ARCH
with semantic knowledge represented by a concept hierarchy. We have shown
that the information from the user profiles can be successfully utilized to
replace the selection and/or deselection of concepts in a domain-specific con-
cept hierarchy. Our experiments also show that we able to create effective
user profiles by using clustering techniques. The Web documents that are of
interest to the user are divided into clusters for user profiling. The user pro-
files that are derived from these document clusters accurately represent user
interests and user context. This allows for the automatic generation of an en-
hanced query which retrieves much better search results than a user’s poorly
designed keyword query.

For future work, we plan to extend the underlying representation of con-
cepts in our framework from unstructured term-vector representation to an
ontology-based object-oriented representation which takes into account rela-
tionships among objects based on their properties and attributes. This will
enable information access and discovery based on a more structured represen-
tation of Web information resources, as well as the integration of information
access with semantic inference mechanisms.
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